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1. Introduction  
 

Control and Data Acquisition (CODAC) Systems are essential to the successful scientific 

exploration of an experimental fusion device, allowing for the implementation of safety systems, the 

component operation of the whole experimental apparatus, the real time control of some operation 

parameters and the storage of processed information provided by diagnostics in a database. Such 

systems are composed by several nodes that share the plasma state variables, propagated 

between each CODAC node through a low latency communication network, supporting information 

management and transmission. A CODAC system must provide the timing signals for the correct 

operation of diagnostic and data acquisition systems and perform the broadcast, processing and 

recording of the occurrence time of externally generated events for real time control purposes, 

allowing for the analysis of the information obtained during discharges. The conception of a CODAC 

system must take into account the large number of state variables to measure and control, the 

discharge duration (from some milliseconds to a few seconds) and the large volume of information 

to be processed and stored. This paper summarizes the design and implementation of an Event 

and Timing Reflector Module being developed for the COMPASS experiment.  

 

The Compass (COMPact Assembly) tokamak is a highly flexible, medium-sized tokamak that has 

been specially designed to address some of the key physics issues for JET (Joint European Torus) 

and the Next Step, ITER (International Thermonuclear Experimental Reactor). The original 

COMPASS circular vessel was upgraded in 1991 to a vessel with a D-shaped cross-section 

providing flexible plasma shaping, including D-shaped, circular, elliptical and single-null X-point 

plasma configurations. This tokamak was moved from its original campus at the United Kingdom’s 

Culham Laboratory to the Institute of Plasma Physics in Prague, in 2007. Its CODAC system will be 

upgraded with a Timing and Event Management system in which the Event and Timing Reflector 

Module described in this paper will be integrated.       

 

2. Evolution of CODAC systems for experimental fusion devices 
 

Data acquisition systems evolved from a centralized philosophy based on stand-alone controllers 

and analogue timing units, to a modular and distributed approach, designed in a tree-based 

topology. This evolution was due to the increasing size of the machines, the growing complexity 



and number of diagnostic systems and the enlargement of discharge duration. This architecture 

allowed for decrease in the experience preparation time and in the complexity of node connections, 

since components can be installed near the equipment to be controlled and efficiency can be 

increased by minimizing the impact of localized damage in the global system through the 

specialization of each component’s functionality. Actual systems maintain this modular philosophy 

with its units linked by faster communication pathways.  

 

The new generation of nuclear fusion experiments being developed will operate with longer duration 

discharges and ultimately in steady state operation. Nevertheless, most CODAC systems in current 

fusion experiments are still designed for small duration discharges, since their control is based on 

pre-programmed routines without human intervention. Besides, conventional systems use serial 

data processing, meaning that data can only be processed, stored and read at the end of the 

acquisition. With such a method, data acquisition is not flexible, data is not accessible during 

discharge and sampling times are not immediately available. For next generation fusion machines, 

operating with longer discharges, this model is not adequate, because of the longer data processing 

time, the enormous volume of information the system will have to deal with and the impossibility of 

accessing operation parameters during the experiment. New CODAC models will incorporate 

parallel systems to process, store and access data, as well as a method to filter and compress 

acquired information before its storage.  

 

Control and data acquisition must become more sophisticated. They will have to be able to make 

their own decisions and exchange data: plasma controllers must access real-time sensor data 

sampled and processed by real-time diagnostics to improve control quality. Diagnostics must 

access real-time plasma and machine state information provided by discharge controllers to ensure 

that the most relevant data is sampled. Diagnostics operating in such a system will perform real-

time data acquisition and immediately access, analyse and process sampled data. Plasma 

controllers will execute supervision and feedback control procedures. A novel time scheme for such 

a distributed system must support real-time operation and time representation must be unique and 

common to all equipment on-site, with the acquired data being labelled with a universal timestamp. 

Such an event oriented model becomes essential in a continuous operation context, integrating 

trigger and hierarchical classification systems to label events in real-time, connecting the previously 

independent control and data acquisition tasks.        

 

The Timing and Event Management System developed for the MAST experiment, described below, 

and the event management and universal time systems integrated in the large scale ASDEX 

Upgrade experiment are an example of such a model 

 

 



3. A timing and event management system for the MAST experiment 
 

This section describes an expandable and distributed system developed for the MAST experiment 

to provide the fast timing signals needed for the correct operation of the diagnostics and data 

acquisition systems and necessary to perform the broadcast, processing and recording of the 

occurrence time of externally generated events for real-time control purposes. The system covers a 

minimum time period of 30 s during the discharge, and the signals are settable with a resolution of 

100 ns and an accuracy of 500 ns.       

 

The data unit format was devised to allow for the compatibility between time information and events 

or messages, labelled with information about data type and transmission priority. The adopted 

network has a tree-based topology, designed with a decentralized approach based on the existence 

of a master node, intermediate nodes that act as event commuters, and slave nodes, all of which 

interlinked by optical fibres. The master node can synchronize all nodes by sending an event which 

propagates with the same delay to all nodes. Besides, intermediate and master nodes incorporate a 

mechanism that allows for the broadcasting of events and the possibility of sending an event to a 

specifically addressed node. An intermediate node is composed of bi-directional communication 

units which adapt data to the transportation media (optical signals). The serial FIFOs coupled with 

these interfaces guarantee that data is not lost during reception when several events must be 

processed, and during transmission if more than one event is sent to the same interface. There are 

as many FIFOs as priority levels, allowing for the interruption of current data units if higher priority 

events arrive at the commuters. Incoming events of equal priority are sent in a round robin fashion, 

so as to establish an equal interface criterion. 

 

The Mast fast timing and event management system was designed with a tree-based topology 

featuring a Central Unit that provides time synchronization and event distribution between several 

Remote Units in the experiment, where they may initiate predefined local timing actions. The 

Central Unit includes one, three or any number up to a maximum 17 Reflector Units, each 

containing up to 16 Event and Timing reflector modules (ETR). Each Remote Unit consists of a 

crate in a host system, where the Impulse and Event Node (IEN) modules are inserted, each 

consisting of a system node.  Each ETR module is composed of a bi-directional communication unit 

through which events sent by IEN modules are received and redirected. Additionally, an ETR unit 

provides the timing signals for the IEN modules. An ETR master unit includes all these functions 

and provides the reference clock, the start/stop pulses and  the synchronization signals for the other 

ETR modules. 

 

Each ETR module is connected to an IEN module by a pair of optic fibres. The number of input and 

output ports of each channel in an IEN module can be expanded with a Mult-I module and a Mult-O 



module respectively. Each IEN module contains a programmable Timing Unit (TU) where multiple 

pulse sequences can be defined and programmed to occur at a specified moment in the output 

channels. The Timing Unit signals generated on each node consist of multiple frequency clock 

trains for data acquisition, signals generated at predefined times to synchronize the diagnostic 

operation and sequences of gating signals of variable duration required for control functions. These         

pulse sequences can also occur as a consequence of received events sent by a Reflector Unit to 

the Timing Unit and the occurrence of significant events can be recorded. IEN nodes are 

synchronized with a common clock train and periodic transmission of timing information.     

 

Links between IEN and ETR modules allow synchronous bi-directional communication between a 

node and all the other nodes. From the information provided by external parameters, events are 

generated and encapsulated in data units. The system described performs the broadcast of events 

generated in one node to several remote locations where they may initiate predefined local timing 

actions. The events are coded as 16-bit words and may have one of four priorities, corresponding to 

different average propagation time latencies. Depending on the path length, a single event is 

propagated through the system in less than 1 to 2 µs. If necessary, the system provides the ability 

to generate and transmit multiple events, made out of several data units.  

 

4. A timing and event management system for the COMPASS experiment 
 

4.1 Network architecture 
 

The timing and event management system designed for the tokamak COMPASS is very similar, in 

its general configuration, to the system implemented in the MAST experiment described before. As 

before, the chosen data unit format allows for compatibility between time information and events or 

messages. The chosen protocol, called T3P (Trigger Timing and Data Transport Protocol) specifies 

real-time transfer of data units, a node addressing scheme for data routing, data unit priority 

tagging, support for memory-based operations and full error detection and recovery. The T3P 64-bit 

data unit format is shown in Table 1.  

 
(32) (4) (4) (8) (8) (3) (5) 

Operand CRC Word # Node address Local address Priority Operator 

32 28 24 16 8 5 0 

 
Table 1 -  T3P data unit format 

 

The relevant data fields for the Event and Timing Reflector Module described below are the Priority 

and Node Address fields. The first allows us to assign a priority level ranging from 0 to 7 (level 0 

implies maximum priority) to the generated events, making it possible for the reflector to identify and 



send higher priority messages before lower priority ones, even when the former arrive at the 

reflector later. The Node Address field identifies one of 254 nodes in a star- or tree-topology 

network. The broadcasting of a data unit is also defined by this field. 

 

Timing data packets have the highest priority (one level above 0 priority events and messages) and 

are sent immediately after the moment they occur, freezing any other transmission process taking 

place at the reflector unit. The data unit format of a timing event consists solely of 64-bits of timing 

information (the mechanism used for the transmission of timing information makes it possible for the 

application to recognize timing data packets without an additional data field).  

 

As in the Timing and Event Management System devised for the MAST experiment, the chosen 

network has a tree-based topology built around a master node that acts as an event commuter 

(there are no intermediate nodes, but they can be introduced later if needed) and slave nodes, 

linked by optical fibres. The master node can synchronize all nodes by sending an event which 

propagates with the same delay to all nodes and incorporates a mechanism that allows for the 

broadcasting of events and the possibility of sending an event to a specifically addressed node. The 

master node is composed of bi-directional communication units, serial FIFOs coupled with these 

interfaces and a routing mechanism based on the priority levels of the events to redirect and on a 

round robin equal interface criterion, that sends each data packet to its destination node or nodes. 

Each event is encoded in 62-bit data units, with one of seven priority levels, obeying to the T3P 

protocol described before. Besides, the master node must contain a mechanism to provide the 

distribution of timing information. 

 

4.2 Aurora module usage as a communication interface 
 

Since the master and slave nodes communicate through an optical fibre network, an imported pre-

programmed core from Xilinx inc., named Aurora, was associated to T3P protocol and to the Timing 

and Event Reflector module described here. This core provides serialization for parallel processed 

data inside the Reflector application and includes a framing interface, making it possible for the user 

to generate framed data, a high priority transmission interface, general purpose data channels with 

a data rate ranging from 622Mb/s to over and channel control signals.       

 

The generated Aurora modules that incorporated the Reflector Module include data channels with 

32-bit width, a Framing interface to make it easer to transfer data packets using its control signals 

and a User Flow Control (UFC) Interface used in the transmission of high priority timing information. 

The framing interface provides the start and end of frame control signals for both transmission and 

reception ports. The UFC interface allows for the transmission of high priority messages without 

having to wait for the transmission of a lower priority message taking place at the application. This 



interface is particularly adequate for the transmission of timing information. To send an UFC 

message, the user application asserts a request signal which must be held until the Aurora core 

asserts an acknowledge signal indicating that the core is ready to send the UFC message. The 

message must be placed on the Aurora core data port, starting on the first clock cycle after the 

assertion of the acknowledge signal. The core also provides channel initialization signals and 

hardware, software and framing error signals. The application clock runs at half the rate of the 

reference clock (125MHz). 

 

4.3 Reflector unit 
 

The system described briefly in section 4.1 consists of a Reflector Unit and one or more slave 

nodes. The Reflector Unit consists of a Timing and Event Reflector Module linked to each slave 

node by a pair of optic fibres and is physically implemented on an EPN (Event and Pulse Manager) 

card containing, among other elements, a Virtex-II Pro FPGA (Field Programmable Gate Array), a 

DSP (Digital Signal Processor), a quartz oscillator at a frequency of 125MHz, and data input and 

output channels to receive and redirect events and synchronism to the slave nodes. This paper 

describes a data and synchronism routing system that receives and redirects events from/to the 

fibre optic channels, being easily adapted to the remaining interfaces available in the EPN card if 

needed. The card is powered by a PCI plug that connects the EPN board to a host computer. The 

host computer can communicate with the DSP through the PCI plug and the former can 

communicate with the FPGA. The PCI interface can be used as a data channel, allowing the host 

computer to work as a universal time synchronization server, since it is integrated in a global time 

synchronization network. The application running at the FPGA can obtain this information through 

the DSP and distribute a synchronization signal periodically to the slave nodes.  

 

4.4 Timing and Event Reflector Module 
 

The Timing and Event Reflector Module contains a bi-directional communication unit through which 

events sent by slave nodes are received and redirected. The algorithms that broadcast upcoming 

events are implemented in programmable logic in the EPN FPGA in VHDL language and follow 

several rules: 

 

� One incoming event must be sent immediately; 

� Several incoming events of different priorities must be sent following decreasing priority 

order. 

� Incoming events of equal priority must be sent in a round robin fashion, which implements 

node fairness. L 



4.4.1 Event manager operation 
 

Figures 2 and 3 illustrate the event routing global process and the detailed process respectively, 

both taking place inside the Timing and Event Reflector Module.  

 

 
Figure 2 – Global data routing scheme   

 

 
Figure 3 – Detailed routing scheme taking place inside the Event Manager module in Figure 2 

 

When an Aurora core receives data, its control signals are manipulated in a module called T3P 

receiver, so as to produce a data valid signal and to pass incoming valid data to a registry. Both 

signal and registry are accessed by an Event Manager Module and when a data valid signal is 

asserted the module stores received data into one of the 8 FIFO memories implemented according 

to the event origin channel (the router implements 8 Aurora channels, 8 T3P receiver and sender 

modules and 8 FIFOs). These FIFO memories are implemented in programmable logic and, like 

Aurora cores, consist of Xilinx imported configurable modules. Once data is presented in the output 

port of a FIFO, the routine can proceed to the following steps. 

 

The decision of choosing the next event to be sent and where to send it is made by a set of 

routines, namely of priority identification, next channel to be served address generation and 

destination address selection routines.  

 

The first routine consists of two separate blocks. The first takes into account the state of the empty 

flags associated to each FIFO to recognize the memories that contain, at a given moment, waiting 

events to be sent and proceeds decoding the priority of the older events, by asserting the elements 

of a priority matrix with 8 columns and 8 rows, in which each row represents one of eight priority 

levels (row 0 represents 0 level priority and so on) and each column represents an event channel. 

For example, if there are two events waiting, one in the FIFO linked to channel 0 with priority level 1 

and the other in the FIFO linked to channel 3 with priority level 5, this routine will assert the matrix 

elements (1, 0) and (5, 3). The matrix is fulfilled in one clock cycle. Next, the second block of the 

priority identification routine loads a seven element current event registry with the higher priority line 

with asserted elements of the priority matrix.  



The next step is taken by the next channel to be served address generation routine, which analyses 

the current event registry and loads a next to send channel registry with the number associated with 

the channel that will be served, basing its decision on a round robin algorithm. To make this 

possible, a last sent registry is loaded every clock cycle with the content of the next to send channel 

registry. Simultaneously, the elements that correspond to the chosen channel are deasserted in the 

probability matrix and current event registry. 

 

The next step is taken by the destination address selection routine, where the following tasks take 

place, one in each clock cycle, and where two procedures may occur according to the Node 

Address field in the data unit, since it provides the information about the destination nodes 

(broadcast or dedicated message). In the first case, the first 32 bits of the data unit are sent to all 

T3P send modules except for the module linked to the channel that brought that same event to the 

Event Manager. Simultaneously, a send order is sent to those T3P modules. Alternatively (but in 

the same clock cycle) the first 32 bits of the data unit and a send order are sent to the T3P module 

linked to the channel encoded in the Node Address data field. On the next clock cycles the send 

order is deasserted, and the remaining 32 bits of the data unit are sent to the destination nodes (or 

node) and an empty FIFO order is asserted, so as to empty the served FIFO and to assert control 

variables, making it possible to start a new routing process. When a T3P sender module receives a 

send order, it unchains the manipulation of the Aurora data port and control signals, so as to start 

and end a new frame, leading to the transmission of one data unit in two packets of 32 bits.   

 

4.4.2 Timing reflector operation 
 
Besides the event manager functionalities described before, the reflector unit provides 

synchronization information to all slave nodes in the system, using the same data channels used by 

the event manager. According to the project specifications, this information is provided through the 

Aurora User Flow Control mechanism, configured to send priority messages in two packets of 32-

bits width each, following T3P protocol directives. Since this timing information is provided by the 

DSP, two registriesL were implemented in the design, a time registry, accessed by the DSP, and a 

time registry memory, containing the information of the former, but actualised two clock cycles after 

a DSP time registry load operation. If these registries, at a given moment, are different from one 

another, it means that the time registry has been loadLed with a new synchronization value that 

must be sent immediately to all slave nodes. To send a UFC timing message, the application 

asserts a request signal in all Aurora cores, holds this signal until the cores assert an acknowledge 

signal indicating that they are ready to send the UFC message, and places the timing information 

on the data port of each data interface, 32 bits on the first clock cycle and the remaining 32 bits of 

synchronization information on the next clock cycle. When the Aurora core asserts the acknowledge 

signal, the request signal is deasserted by the application and the time registry memory is loaded 



with the actual time registry value. This mechanism is extremely simple and the application must 

only guarantee that the timing information is available at the data port when the core is ready to 

send it, and that if non-timing data is being sent at the moment of an UFC request this process is 

stopped, since the data port is the same for UFC messages and non-synchronization events. This 

issue was solved by programming the data port to be loaded with the time registry values at the 

right moments and by freezing the event distribution processes in the T3P sender module and in 

the destination address selection routine if those two registries fail to have the same values. 

 

5. Tests performed on the Timing and Event Reflector Module 
 

The simulation tests performed on the Reflector Module targeted the verification of the programmed 

logic and were carried out by programming a test routine to send arbitrary events, encoded in two 

consecutive 32-bit data packets and with different priority levels and node address fields, to the 

Reflector Module channels. The inspection of the Reflector Module and test routine data ports and 

control signals during simulation confirmed the reflector’s ability to manage and redirect events and 

dedicated messages, as well as synchronization information. Data packets sent by the test routine 

were received and redirected, without errors, to its destination nodes, according to its priority and 

node address fields. Synchronization messages also arrived uncorrupted to all slave nodes and, 

when sent in the middle of an event data train, they only introduced a small latency. Events are 

never lost except when a FIFO asserts its full flag, indicating that its memory capability has run out 

of space. This situation was only observed in some special, forced cases, due to the FIFO depth, 

large enough to save 256 events.                                

                  

The Aurora serialization time is 29 clock cycles (464 ns). Globally, the routing process can take up 

to 15 or 17 clock cycles, with further 6 clock cycles if the transmission process is stopped by an 

UFC message. Clock cycles can add up to an undetermined period of time, depending on the 

transmission rate and received data characteristics, if an event gets stuck inside a FIFO. 

Accounting for the serialization time in two paths (slave – reflector – slave) and the routing process 

delay, the time spent by an event in the circuit is about 1 µs (unless it gets stuck inside a FIFO). 

 

Hardware tests performed on the Reflector targeted the analysis of its behaviour in hardware 

through an observation of its responses to provided stimuli and the quantification of the propagating 

time between the system test components. These tests were implemented by linking two EPN 

boards through optic fibres and loading the Reflector Module in the FPGA of one board and the test 

routine in the other. Despite having verified the functionality of the implemented logic, the tests 

showed that the 32-bit width data field Aurora cores generated produce a strange hardware error 

that resets and initializes the core periodically. This behaviour made it impossible to proceed with 

the hardware tests and with the performance of intensive tests by sending thousands of events with 



different characteristics at high transmission rates to the Reflector and the observation of the arrival 

of these events and synchronization events uncorrupted at the destination nodes, as well as the 

determination of the routing time inside the reflector and the event transmission time inside the optic 

fibres. The project is being changed to 16-bit width interfaces that guarantee that the Aurora does 

not reset the channels periodically.  

 

6. Conclusions and future implementations 
 
This paper describes a Timing and Event Module designed for a distributed real-time control system 

about to be installed in the COMPASS experiment. During its operation, events are saved to 

guarantee that data is not lost in the reception when several events must be processed and 

redirected to the other nodes or node in the system, providing additional synchronization 

information to all slave nodes. The implemented protocol allows the reflector to identify and send 

higher priority messages before lower priority ones, even when the former arrive at the reflector 

later, minimizing the time latency in the transmission of higher priority data. 

 

The Reflector’s behaviour was analysed through simulations and hardware tests that proved its 

correct operation. The usage of programmable logic to implement the described module made it 

possible to implement distributed, perfectly synchronized state machines, and to achieve high 

transmission and processing rates. This solution also provides flexibility and upgradeability to the 

design by allowing for future changes, necessary for the improvement of the system and its 

adaptation to new operational demands. 

 

The Reflector Module can be improved by reducing the routing time and by implementing new 

functionalities, rendering the system more sophisticated, flexible and efficient. The implementation 

of a round robin algorithm that takes into account, besides the priority levels and the node fairness, 

the sate flags of the implemented FIFOs, so as to prevent FIFOs from getting full, is a possible 

option. Other improvements include the sophistication of the priority identification routine by 

implementing as many FIFOs per channel as the priority levels, so as to prevent high priority events 

from getting stuck inside a FIFO, obstructed by lower priority ones. This option was implemented in 

the MAST timing and event management system described in section 3. 

 

Despite future changes and improvements in the actual Timing and Event Reflector Module, this 

system proved to be functional and will be integrated in one ore more Reflector Units of the 

COMPASS CODAC system.  


